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1 Introduction

This brief paper compares the GDELT project’s Human Rights Global Knowledge
Graph (HR-GKG) Data (http://bit.ly/1DOx17T) with the Ill Treatment &
Torture (ITT) Data project (http://faculty.ucmerced.edu/cconrad2/Academic/
ITT_Data_Collection.html). As often happens when one sets out to explore a
new data project, the HR-GKG turned out to be different from what I had expected
when conceiving this effort. Specifically, despite the fact that both projects code
the same documents (i.e., HR-GKG coded all documents ITT coded, and many
more), there is very little overlap between the data available in the two projects.
As such, the comparison across the two is far less direct than I had envisioned.
I begin with overviews of the two projects, and then turn to a discussion of the
incidence of naming and shaming events about torture in each of the datasets.

2 Overviews of two Projects

The projects I compare here were conceived and executed for different reasons,
and thus any such comparison needs to keep sight of that fundamental fact. My
purpose is not to determine which is “better,” much less to engage in what I view
as the sometimes sophomoric comparison of human v machine content analytic
coding of a common set of documents. Rather, the release of the HR-GKG introduces
exciting possibilities, and I set out to see if I could locate ways in which the HR-GKG
might augment the ITT data in particular analyses, or might extend its domain,
temporally and/or to watch dog groups beyond Amnesty International. I set to the
task a bit like one does with a box that contains an intriguing label: I wanted to
learn what was inside.

To briefly summarize what the label on the box says, the HR-GKG is an unprecedented
codification of a large catalog of the naming and shaming behavior of both governmental
and non-governmental human rights watch dogs. It is thus an exciting new resource
for human rights researchers. Given my role as a co-PI on the ITT project, as
well as experience with a couple of human coded content analytic projects of
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dissident–state interactions,1 I set out to explore the extent to which the HR-GKG
could augment, compliment, and/or extend the ITT data.

2.1 GDELT’s HR-GKG: Overview

The Human Rights Global Knowledge Graph dataset is a machine coded content
analysis of more than 110,000 documents released to the public by governmental
and non-governmental human rights watch dogs. More specifically, the GDELT
project used its natural language and data mining algorithms to code documents
from as far back as 1960 published by Amnesty International, Human Rights
Watch, the International Criminal Court, the International Crisis Group, the United
Nations Office of the High Commissioner for Human Rights, and the United States
Department of State. The GDELT project writ large using computers to code open
source documents and codify “physical activities around the world in over 300
categories, and. . . [record] the people, places, organizations, and themes underlying
those events and their interconnections” (http://www.gdeltproject.org/
#computing). The HR-GKG is one subset of the larger project, which codifies

a cross-section of human rights documentation covering the last few
decades, offering a rich and highly specialized dataset to explore
global human rights issues through the quantitative lens of the GDELT
Global Knowledge Graph system, as well as the ability to further
contextualize those findings through the broader news-based GDELT
ecosystem. . . [that produces] a substantial cross-national view of human
rights issues throughout the world (http://bit.ly/1DOx17T).

The Global Knowledge Graph

attempts to connect every person, organization, location, count, theme,
news source, and event across the planet into a single massive network
that captures what’s happening around the world, what its context

1Those projects are the Intrnational Political Interactions (IPI) Project (http://whmoore.
net/research/data-projects/intranational-political-interactions/) and
the Violent Intranational Conflict Data Project (VICDP; http://whmoore.net/research/
data-projects/violent-intranational-conflict-data-project/).
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is and who’s involved, and how the world is feeling about it, every
single day [producing two datasets]. . . The first is the daily Counts
File, which records mentions of counts of things with respect to a set
of predefined categories such as a number of protesters, a number
killed, or a number displaced or sickened. . . . The second file is the
GKG Graph File, which contains the actual graph connecting all
persons, organizations, locations, emotions, themes, counts, events,
and sources together each day into a single network structure and
captures the cultural narratives that envelope the global information
stream (http://blog.gdeltproject.org/gdelt-global-knowledge-graph/).

2.2 ITT: Overview

The Ill Treatment & Torture data project is a human coded content analysis of all
of the allegations of state violations of the Convention Against Torture (CAT) that
Amnesty International (AI) published between 1995 and 2005. Whereas previous
projects that perform content analysis of human rights naming and shaming reports
conceive of their output data as measures of states’s (lack of) respect for human
rights, ITT explicitly produces data not on states’s performance, but upon the
allegations advance by AI. This is an important conceptualization and operationalization
move that follows directly from the well known criticisms of human rights data
collection efforts which note that it is literally impossible to observe violations
that states frequently seek to hide (Bollen 1986, Spirer 1990, Goodman and Jinks
2003, Clark and Sikkink 2013, e.g.,). As Clark (2001), Hopgood (2006), Hill,
Moore and Mukherjee (2013) and many others emphasize, the naming and shaming
behavior of human rights watch dogs is strategic. More specifically, it is a biased
undercount, and the level of bias is heterogenous, both across countries and over
time (Conrad, Haglund and Moore 2013, 2014, Fariss 2014). This problem led the
ITT co-PI’s (Conrad & Moore) to their conceptual decision to measure allegations,
which can be measured without bias, and with high levels of both reliability and
validity. Importantly, data on allegations by a watch dog can be used to estimate
the levels of government’s (lack of) respect for rights. Any such effort requires a
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theory of the relationship between actual (lack of) respect for rights and the watch
dog’s violations. Put differently, it requires a theory that specifies what impacts
the size of the undercount (i.e., what leads to lower and greater undercounts across
countries and over time).

The ITT project was also interested in disaggregating torture allegations,
moving below the country–year unit of observation to collect information about
the government agency that was responsible for the alleged abuse, the group to
which the victim belonged, and a handful of other characteristics that one can find
in AI’s publications.

The ITT data come in two distinct structures: a Country Year (CY) release,
in which the country is the spatial unit of aggregation and the year is the temporal
unit of aggregation, and a Specific Allegation (SA) release, in which an allegation
of torture is the unit of observation. Conrad, Haglund and Moore (2013) introduce
ITT’s CY release, and Conrad, Haglund and Moore (2014) introduce ITT’s SA
release.2

The CY release provides data on two distinct levels of aggregation, each of
which involves the country–year. The first is familiar to users of the Political
Terror Scale (PTS; http://www.politicalterrorscale.org/), Cingranelli
& Richards data (CIRI; http://www.humanrightsdata.com/), and Hathaway’s
(2002) data: an ordinal measure that uses the allegations in AI’s reports to code
AI’s characterization of the extent of CAT and other physical integrity rights violations
throughout the country during that year. We utilize an adaptation of Hathaway’s
ordinal scaling. In addition ITT provides ordinal variables that codify AI’s characterization
of the extent to which different Agencies of Coercion have violated the CAT in
that country during that year, and the same measure aggregated over the Type of
Victims.

The SA release is of greater interest to this paper. It contains more than 15,000
public allegations of CAT violations issued by AI during the years 1995-2005

2ITT also produced a User Guide for each release (http://faculty.ucmerced.edu/
cconrad2/Academic/Data.html), and also makes available the Coding Rules, a Reliability
assessment, the coded spreadhseets, the Stata files written to clean and aggregate the data, and
all email Correspondence from the project (http://faculty.ucmerced.edu/cconrad2/
Academic/Under_the_Hood.html).
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(Conrad, Haglund and Moore 2014). That is, the SA release has more than 15,000
records, each of which contains a number of variables that describe the specific
allegation that AI made. For example, each record includes variables for the begin
and end dates of the alleged abuse,3 the number of people exposed to that particular
abuse, the government agency responsible for the abuse, any subsequent investigation
and disciplinary action, and a number of other characteristics of the event.

3 Torture in the HR-GKG

The ITT codes only documents AI published during the years from 1995 through
2005. The HR-GKG codes 65,731 documents published by AI from 1960 through
2014.4 The first task, then, was to determine the number of torture allegations
coded in the HR-GKG. The HR-GKG User Guide5 is sparse, providing two pages
of information, most of which identifies the sources, and referencing the User
Guide for the GKG. Titled “The GDELT Global Knowledge Graph (GKG) Data
Format Codebook V2.0,” it is an eleven page document in which the pages are
not numbered, though I determined that eight pages are devoted to “Extracted
Fields.”6 The event counts are contained in the V1COUNTS field, which is labeled
COUNTS in the HR-GKG CSV files one can download from the GDELT website
(http://bit.ly/1DOx17T). I was also interested in the V1DATE field (Date in
the HR-GKG CS files), which is described as “the date in YYYYMMDD format
on which the news media used to construct this GKG file was published.” I planned
to read the CSV, drop the years prior to 1995 and after 2005, and then do a comparison.
Unfortunately, the Date field contains a constant: the value “0” is entered for every

3the ITT project aggregates all allegations of abuse of a given detainee during that persons
incarceration. If someone is allegedly abused multiple times over several years, it will appear
in the SA data as a single record (event). Naturally, AI does not always list the beginning and
ending dates of abuse, and sometimes only provides the year, thus there is missing data in many of
the observations for the dates variables.
4ITT never counted the number of documents published by AI during 1995–2005.
5Downloaded from http://data.gdeltproject.org/documentation/GDELT-USERGUIDE_

HR-GKG.pdf on Mon, Jan 12 2015 15:22:48.
6Downloaded from http://data.gdeltproject.org/documentation/GDELT-Global_

Knowledge_Graph_Codebook-V2.pdf on Mon, Jan 12 2015 15:23:58.
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case. This is true not only of the AMNESTY file (HR-GKG.AMNESTY.gkgv2.csv),7

but also all of the other files containing the coding of the other naming and shaming
organizations that the HR-GKG coded. Needless to say, this is a major drawback
of the current (and first) release of the HR-GKG, and one that I assume will be
corrected in future releases.

It turns out that V1DATE is not the only field in the GKG that contains date
information. Another field, V2ENHANCEDDATES, exists, and is named EnhacnedDates
in the HR-GKG CSV files. It “contains a list of all date references in the document,
along with the character offsets of approximately where in the document they
were found.” However, as I explain below, though there are dates in this field, they
are not helpful for the effort I undertook.

Before continuing, I need to briefly describe the structure of the CSV files.
Unlike the events datasets with which I have familiarity, each record (or row) in
the HR-GKG contains information for a document rather than for an event. For
example, all of the information that the HR-GKG coded from, say, AI’s 1990
Annual Report (a document with a few hundred pages) is contained in a single
record (i.e., row of the data matrix). This is true for all of the documents the HR-GKG
coded, which range in length from a couple of paragraphs for some of AI’s Urgent
Actions or News Briefings to several hundred pages. As such, there are multiple
events per record, and the data matrix needs to be reshaped if one wishes to utilize
it in the standard way that one would utilize other events data sets.

The EnhancedDates field contains every date that appears in the document.

If a date was mentioned multiple times in a document, it will appear
multiple times in this field, once for each mention. Each date reference
is separated by a semicolon, while the fields within a date are separated
by commas.
◦ Date Resolution. This indicates whether the date was a precise
day-level date (3), a month-level (2), or year-level (1) date.
◦ Month. This is the month of the date represented as 1-12. For year
dates this field will contain a 0.

7I downloaded the CSV files from http://bit.ly/1DOx17T on Mon, Jan 12 2015 15:26:23.
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◦ Day. This is the day of the date represented as 1-31. For month and
year dates this field will contain a 0.
◦ Year. This is the year of the date.
◦ Offset. This is the character offset of the date within the document,
indicating approximately where it was found in the body. This can be
used to associate the date with the entries from other “V2ENHANCED”
fields that appeared in closest proximity to it.

In other words, one wanted a record of every date in the document, this is useful
data. However, to tie those dates to anything would require returning to the document
and doing further coding.

With that explained, I can now return to the COUNTS field. “This is the list
of Counts found in this document. Each Count found is separated with a semicolon,
while the fields within a Count are separated by the pound symbol (“#”). Unlike
the primary GDELT event stream, these records are not issued unique identifier
numbers, nor are they dated.” That final clause is the nail in the coffin of my effort
to compare the HR-GKG torture events to those in the ITT: short of doing extensive
additional coding work there is no way to limit the events to those that occurred
during 1995 through 2005.

What types of events does the COUNTS variable contain? It turns out that
it does not appear to contain many torture events, which I had simply assumed it
would. Precisely what types of events are coded is unclear. Here is the description
provided in the GKG User Guide:

As an example of how to interpret this file, an entry with CountType=KILL,
Number=47, ObjectType=“jihadists” indicates that the article stated
that 47 jihadists were killed. This field is identical in format and population
as the corresponding field in the GKG 1.0 format.
◦ Count Type. (text) This is the value of the NAME field from the
Category List spreadsheet indicating which category this count is
of. At the time of this writing, this is most often AFFECT, ARREST,
KIDNAP, KILL, PROTEST, SEIZE, or WOUND, though other categories
may appear here as well in certain circumstances when they appear in
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context with one of these categories, or as other Count categories are
added over time. A value of “PROTEST” in this field would indicate
that this is a count of the number of protesters at a protest.
◦ Count. (integer) This is the actual count being reported. If CountType
is “PROTEST” and Number is 126, this means that the source article
contained a mention of 126 protesters.
◦ Object Type. (text) This records any identifying information as to
what the number refers to. For example, a mention of “20 Christian
missionaries were arrested” will result in “Christian missionaries”
being captured here. This field will be blank in cases where no identifying
information could be identified.
◦ Location Type. See the documentation for V1Locations below.
◦ Location FullName. See the documentation for V1Locations below.
◦ Location CountryCode. See the documentation for V1Locations
below.
◦ Location ADM1Code. See the documentation for V1Locations
below.
◦ Location Latitude. See the documentation for V1Locations below.
◦ Location Longitude. See the documentation for V1Locations below.
◦ Location FeatureID. See the documentation for V1Locations below.

I nevertheless decided to probe the Counts field, though the multi-delimited structure
of the field made that challenging.

I used an R script to reshape the data matrix, converting it to the more conventional
event data structure (i.e., one observation per event).8 and present the results in
Table 1. Of the almost 190,000 events coded from the AI documents, roughly 61
percent involved either an “arrest” or “killing.” Strikingly, there are zero “torture”
events, which is quite unexpected for a content analysis of the events described
in documents of a human rights watch dog that built its reputation exposing torture
(Clark 2001). This strongly suggests that “TORTURE” may not have been included
as a term that was coded for the Counts field, though the sparse documentation
does not permit us to determine whether that explains it.
8Chris Fariss graciously drafted the script for me, and it is available as an Appendix to this paper.
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Table 1: Frequency of Words in the Counts Field

Number of Occurrences Percentage
ARREST 65,583 34.53
KILL 49,303 25.95
AFFECT 19,052 10.03
PROTEST 12,759 6.72
REFUGEES 12,221 6.43
WOUND 6,065 3.19
TAX_FNCACT_ACTIVISTS 5,515 2.90
MOVEMENT_GENERAL 5,189 2.73
DISPLACED 4,068 2.14
KIDNAP 3,099 1.63
ARMEDCONFLICT 1,323 0.70
TAX_FNCACT_DEMONSTRATORS 1,316 0.69
TERROR 1,309 0.69
RELEASE_PRISON 719 0.38
POVERTY 583 0.31
TAX_FNCACT_ACTIVIST 524 0.28
SEIZE 499 0.26
EVACUATION 202 0.11
RELEASE_HOSTAGE 181 0.10
STRIKE 108 0.06
TAX_FNCACT_STRIKERS 103 0.05
ASSASSINATION 90 0.05
VIOLENT_UNREST 82 0.04
NATURAL_DISASTER_DROWNED 50 0.03
SICKENED 11 0.01
HUMAN_RIGHTS_ABUSES_FORCED_MIGRATION 2 0.00
Total 189,956 100.00
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A number of other terms show up that are surprising, though in many cases
the percentage of such events is small enough that it is not of great interest. Nevertheless,
several types of “tax / financial” events are coded. Lastly, that “affect” events are
the third most common further undermines one’s confidence that the HR-GKG
Counts field, as presently coded, will be of much interest to researchers like myself
who might want to use the data to study the types of violations AI alleges states
have committed.

While torture does not show up in the Counts field, as I had anticipated, searches
for the “torture” string within the CSV files deomstrated that it does occur. To
further probe the frequency of “TORTURE” and “torture” in other fields I used the
unix utility grep to quickly produce a word frequency count. More specifically,
I counted the number of times the words “TORTURE,” “torture,” and “KILL”
occurred in each of the HR-GKG CSV files. Why “KILL”? The User Guide lists
KILL as one of the values that appears regularly in the COUNTS field, so I want
to compare the relative frequency of “KILL” to those of “TORTURE” and “torture.”
Before discussing those frequencies, however, a bit more background is needed as
those three strings can occur in two additional fields other than the Counts field.

In addition to the Counts field, the GKG has a V1THEMES and a V2ENHANCEDTHEMES
field (Themes and EnhancedThemes in the HR-GKG CSV files), which can be
assigned values for more than 275 themes (or issues). I perused the CSV files and
came away with the strong impression that the “TORTURE” and “torture” strings
would be found most frequently in the Themes and EnhancedThemes fields while
rarely, if ever, in the Counts field. While the grep utility provides no information
on the field in which the string occurs, I found it nevertheless a useful jumping off
point that was considerably easier to execute than writing R scripts to reshape the
Themes and EnhancedThemes so that I could then produce frequencies.

To provide an example, the command “grep -c "TORTURE" HR-GKG.AMNESTY

.gkgv2.csv” returns an integer that is the number of times the string “TORTURE”
appears in that file. The results are in Table 2.

This presentation lends itself to comparison across organizations, so I hasten
to add that doing so is not very meaningful as the temporal domain for which
documents from each organization were coded is different, and often not known.
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Table 2: Word Frequency in HR-GKG Files

KILL TORTURE torture Years Covered
AI 25,933 20,910 250 1960–2014
FIDH 2,128 2,376 3 Not Stated
HRW 15,203 9,547 401 1990–2014
ICC 267 61 0 Not Stated
OHCHR 3,622 2,435 10 Not Stated
US 3,855 2,091 7 1999–2014

NOTE: AI is Amnesty International; FIDH is the International
Federation for Human Rights; HRW is Human Rights Watch;
ICC is the International Criminal Court; OHCHR is the United
Nations Office of the High Commissioner for Human Rights,
and US is the United States Department of State.

Rather, I am interested in the relative frequency of KILL to TORTURE/torture.
They are roughly equivalent, particularly at the order of magnitude. Comparison
of the frequency of “KILL” in Tables 1 and 2 demonstrate that the majority of the
KILL strings come from the Counts field, while none of the TORTURE/torture
do. I am assuming that those strings come from the Themes and EnhancedThemes
fields, though that is based on a visual, search assisted, perusal of three of the
CSV files and may well be incorrect. What I can conclude is that the HR-GKG
does contain information about torture allegations. What that information is, and
how it might be useful to researchers studying the naming and shaming behavior
of these groups with respect to torture, however, I cannot say.

4 Conclusion

Unfortunately I have not been successful locating promising opportunities for
using the HR-GKG data to augment or extend the ITT SA data. Nor have I located
opportunities for using it in other ways. It is important to observe that this does
not suggest that the HR-GKG is flawed or “useless.” To make such judgments one
would need to know the specific purposes the GDELT project had in mind when
designing and executing the project, and I have not been able to locate documenation

11



of that. As someone who produces datasets that are then consumed by others I
am sensitive to the charge users sometimes make about a dataset being less than
useful for their intended purpose. If it was not designed for that purpose, then its
lack of utility for such a purpose is not an indictment. And I have no reason to
believe that GDELT was trying to produce a dataset that would augment or extend
ITT. Indeed, I have no particular reason to believe that the ITT project influenced
the development of the HR-GKG in any way, and it would be unfair to criticize the
HR-GKG on such grounds.

That said, I am hard pressed to come up with ways for academic researchers
broadly interested in the types of questions I have been studying in recent years
to put the HR-GKG to good use. A handful of shortcomings with respect to such

efforts stand in the way. First, the absence of dates that can be tied to events or
themes is a likely deal breaking impediment to the utility of the HR-GKG for
academic researchers interested in the naming and shaming activites of organizations.

Second, it is not clear what are the possible values for the Counts field, and
that makes it challenging to assess the usefulness of the data for any given application.
When one turns to produce frequencies to ascertain the set of values one encounters
the third shortcoming: the data are not structured in a conventional format that
most academic researchers who work with country–year or events data will find
familiar. Since the HR-GKG was not, to my knowledge, produced with academic
researchers in mind, this is not a criticism, but rather a note to academic researchers
who wish to use the data. Recognize going in that there will be data management
issues that may well fall outside of your experience and skill set. Relatedly, the
absence of descriptives limits researchers’s ability to gauge the likely value of the
data for their specific project absent addressing the data reshaping.

Finally, as is true of the GDELT project generally, the HR-GKG is far from
transparent. GDELT excels at putting data into the public domain, producing pithy
accounts of how those data were created (e.g., the source documents that were
coded and “ontology” (coding rules) employed), and chooses not to share either
the software engine it uses nor the code for that engine. In effect, GDELT says:
here’s a large chunk of data that we produced using cutting edge tools that we
set loose on this corpus of information. GDELT is a consulting business venture
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that embraces much of the open source culture, but as is always the case for such
enterprises, has financial and market dominance incentives not to be transparent.
From the persepective of social scientists who necessarily embrace a replication
standard, this places non-trivial limts on the value of GDELT’s data products. The
same is true for projects such as the Banks Cross-National Time-Series Archive
(http://www.databanksinternational.com/) or the International Crisis
Research Group’s Country Risk Guide data (http://hdl.handle.net/1902.1/
21446), both of which are used in academic research. In a project with Christian
Davenport I have produced a Conflict Consortium Data Standards & Practices for

Observational Data (http://conflictconsortium.weebly.com/standards--
best-practices.html) that lays out the ideals to which those of us who produce
such data for scientific inquiry should strive to meet. Data produced by consulting
enterprises are not going to meet those standards, and caveat emptor thus applies
for those of us who explore the potential use of such data.
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Appendix:

R Script for Reshaping HR-GKG Counts Field as Events Data
# 16 Jan 2015

# C Fariss & WH Moore

# Reading and Reshaping the GDELT HR-GKG Data

#############################################

# Each Record (case, or row in the data matrix) contains multiple

events of interest:

# the Record is a Document (assigned a unique "GKGRecordID" value),

each of which contains lots of HR events.

# As such, we need to reshape the data, creating a case for each

event of interest, in this case the "COUNTS",

# which is described in Ver 2 of the GKG User Guide this way:

# "V1COUNTS (semi-colon delimited blocks, with pound symbol ("#")

delimited fields)."

# We need to get R to create a new case for each block of vars

(delimited by semi-colons in the "COUNTS" var),

# assigning the "GKGRecordID" value to that new case.

# For this exercise (and to simplify) we drop all of the other

variables coded with that "GKGRecordID"

# function define

foo <- function(X, SPLIT){

return(unlist(strsplit(as.character(X), split=as.character(SPLIT))))

}

# Read the CSV file

AMNESTYdata <- read.csv("HR-GKG.AMNESTY.gkgv2.csv", sep="�")

# make list object of the Counts field

dat <- as.list(AMNESTYdata$Counts)

# apply function to list object (Counts field)

dat2 <- lapply(dat, foo, ";")

# make recordID vector for data.frame

recordID <- rep(1:nrow(AMNESTYdata), unlist(lapply(dat2, length)))
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# The next step creates the 10 distinct variables from the single

block: splitting the info delimited by the "#"

# unlist for next pass through the lapply() function

dat2 <- as.list(unlist(dat2))

# apply function on list object

dat3 <- lapply(dat2, foo, "#")

# make data.frame and transpose it and then combine it with the

recordID vector

dat4 <- data.frame(recordID, t(as.data.frame(dat3)))

# change row names of the data.frame

row.names(dat4) <- 1:nrow(dat4)

# change the column names of the data.frame into these variables:

# 1. recordID

# 2. CountType

# 3. Count

# 4. ObjectType

# 5. LocType

# 6. Location

# 7. LocCCode

# 8. LocCntryAdmin

# 9. Latitude

# 10. Longitude

# 11. Unknown

# 12. FeatureID

names(dat4) <- c("recordID", "CountType", "Count", "ObjectType",

"LocType", "Location", "LocCCode", "LocCntryAdmin", "Latitude",

"Longitude", "Unknown", "FeatureID")

# We now have a matrix of Event Counts from the HR-GKG. This

file can be adopted for reading and reshaping other

# variables of interest, such as the information contained in

the Themes, Persons, etc. Fields in the HR-GKG files.
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# eyeball new data.frame

head(dat4)

# save data.frame as csv file

write.csv(dat4, "AI-EventsData.csv", row.names=F)
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